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ABSTRACT

This paper will introduce a new aspect-oriented framework for the Java language called
AspectWerkz. The AspectWerkz framework is tailored for dynamic aspect-oriented
programming. It has been designed for simplicity and ease of use in real-world
applications, both J2EE and regular Java based. AspectWerkz utilizes load time bytecode
modification to weave classes at load time. It hooks in and weaves classes loaded by any
class loader except the bootstrap class loader. It is high-performant and has a rich join
point model. Aspects, advices and introductions are written in plain Java and the target
classes can be regular Java objects. It is dynamic in the sense that it is possible to add,
remove and restructure advices as well as swapping the implementation of the
introductions at runtime. Aspects can be defined using either XML or runtime attributes.
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INTRODUCTION

Aspect-oriented software development (AOSD) [25] is gaining popularity. More and more
people start to see the benefit in separation of concerns, start to see the shortcomings of
object-oriented programming and design.

One of the obstacles for it too be fully accepted by the masses is that most of the Aspect-
Oriented Programming (AOP) [4] implementations so far have been too complex and
academic. The learning curve has been too steep. There has been a need for a simple yet
powerful alternative that meets the needs of real-world application development.
Another thing that has proved itself to be very useful when designing real-world
applications is dynamic AOP, i.e. dynamic weaving of aspects as well as dynamic
deployment and redeployment of aspects.

These needs have led to the implementation of the AspectWerkz framework for aspect-
oriented programming. In this framework we have tried to design a definition model
that is simple and intuitive but at the same expressive and powerful. Focus has been put



on designing an aspect model that is dynamic, in which the aspects, advices and
introductions are loosely coupled and are easy to add, remove and restructure at
runtime. The AspectWerkz framework has also been designed to allow dynamic weaving
in which the target classes can be weaved at load time and can therefore bring AOP to
any Java [16]/J2EE [24] application in a very non-intrusive way.

THE ASPECTWERKZ AOP FRAMEWORK

Core constructs
Join points

Join points are well-defined points in the program flow. In AspectWerkz the join point
construct is represented by the Joi nPoi nt class. A JoinPoint instance is available in the
advices and can be used to introspect and retrieve RTTI (Runtime Type Information)
about the class, method and field at the current join point. It is also possible to change
the non-static parts of the RTTI.

A construct called Joi nPoi nt Control | er was also added, which allows the user to
control the execution flow of the advices based on custom defined constraints and rules,
rules that can be changed at runtime. This construct has showed itself very valuable
when it comes to handle:

* inter-aspect compatibility

* inter-aspect dependency

e aspect redundancy

Pointcuts

One of the most important features of an AOP framework is the possibility to pick out
join points. This need led to the implementation of a fine-grained pattern language, a
pattern language that has borrowed a lot from the syntax of AspectJ [4].

A pattern normally consists of a combination of a class and a method pattern or a class
and a field pattern and are build up like this:

e <return_type> <package>. <cl ass>. <net hod>( <par aneter_types>)

« <field_type> <package>. <cl ass>. <fi el d>

Examples:
e String foo.Bar.nethod(int, Object)
e foo..*.*(..)
e int foo.Bar.mfield
« foo.Bar.*



It also allows selection of all subtypes of a type using the ‘+’ wildcard. So, while
foo. Bar.*(..) picks outall methods for an instance of type Bar and only of type Bar,
foo. Bar+. *(..) picks out all methods for an instance of any subtype of Bar (including
Bar itself) . A type name pattern or subtype pattern can be followed by one or more sets
of square brackets to make array type patterns. So Obj ect[] is an array type pattern,
and soisfoo. bar. *[][].

Pointcut composition is the possibility of composing new pointcuts out of existing
pointcuts. So that complex pointcuts can be created out of trivial ones. AspectWerkz
allows pointcuts to be built up using an expression of other pointcuts. The logical
operators supported are, ‘@&, ‘| | * and ‘! ’. For example pointcuts could be built up like
this:

e (pcl || pc2) && pc3

e Ipcl && pc2

Advices

AspectWerkz supports the three main types of advices, as well as some variations on
these types:

* Around advice - is invoked around the join point.

» Before advice - is invoked before the join point.

e After advice - is invoked after the join point.

Advices are implemented through a method that takes a Joi nPoi nt instance as the
only argument and that returns a j ava. |l ang. Obj ect (the before and after advices
returns void). The return value is the return value from the target method invocation, if
the return value is a primitive it is wrapped in its object representation. Invoking the
method proceed() on the Joi nPoi nt instance passes on the invocation to the next
advice in the chain or if there are no more advices; the target method. Here is an
example of an around advice:

public Object execute(JoinPoint joinPoint) throws Throwabl e {
/1 do sone things before the invocation
nj ect result = joinPoint. proceed();
/1 do sone things after the invocation
return result;



The picture below illustrates the control flow of a method advised with two around
advices:
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AspectWerkz also allows the possibility of passing parameters to advices. This has
showed itself to be very convenient in certain situations since it makes the advices much
more reusable, the same advice can be reused in different contexts with different
configurations. There is no limit in how many parameters can be passed to an advice.
All that is needed to pass a parameter to the advice is simply to add a parameter
attribute to the advice definition. The parameters can then be accessed at runtime like
this:

String tineQut = getParameter("ti neout");

Introductions

An introduction makes it possible to extend a class with a new interface, super class,
methods or fields. In AspectWerkz, introductions are implemented using the concept of
Mixins [14]. Mixins are a way of faking multiple inheritance, methods and fields can be
‘mixed in’, e.g. added to the class.

Both the interface and the implementation extensions are just regular Java [16] interfaces
and classes. There is no need to have them implement a specific interface or extend a
certain class. When defining an interface introduction you only have to specify the
interface, but when introducing a new implementation to a class, you must specify both
the implementation class and a matching interface. This is needed since if you don't
specify an interface that the client can cast the target instance to, the introduced
implementation will not be accessible.



Example of a simple Mixin and how it is used in by the client:

/1 mxin interface

public interface Hello {
String sayHell o();

}

/1 mxin inplenmentation
public class Hellolnpl inplenents Hello {
String sayHell o() {
return “Hello!”;
}

/1 if the mixin Hello has been applied to class Foo

/1 then we can invoke the mxin's method on an instance
/1 of Foo like this:

String greeting = ((Hello)instanceO Foo). sayHel |l o();

Aspects

The Aspect is AspectWerkz's unit of modularity for crosscutting concerns it is defined in
terms of pointcuts, advices and introductions.

AspectWerkz supports abstract aspects. Aspect inheritance works pretty much like
regular class inheritance. A common idiom is to define the generic parts, e.g. the advices
and introductions in the abstract aspect and define the specific parts, e.g. the pointcuts in
the concrete aspect which inherits the abstract aspect. Using this idiom makes it possible
to create reusable aspect components and libraries.

Dynamic aspect model

The AspectWerkz framework makes heavy use of loose coupling and delegation to
implement a dynamic aspect model. Aspects, advices and introductions are registered in
the system and are referenced using handles. This design allows the aspects, advices and
introductions to live in different virtual memory spaces with different life-cycles. It also
makes it easy to add, remove and restructure the aspects, advices and introductions at
runtime without having to reload or reweave the target classes.

When for example an advice is added to a join point, the advice itself is not weaved into
the class but a Joi nPoi nt field is weaved in, defining the specific join point and a
method call to the method proceed() in the Joi nPoi nt class (at the join point). When
the target class is instantiated the Joi nPoi nt instance registers itself in the system and is
given the handles to the advices bound to the join point it defines. The advices are then
invoked when the join point is reached and the method pr oceed() is invoked.



Introducing this layer of indirection gives of course a small performance penalty, but
since this initialization phase only occurs once; when the class is loaded (static join
points) or when an instance of the class is created (member join points), the total
overhead for the initialization phase is not very high and the performance penalty for
invoking an advised join point is acceptable for most systems. For example, the
overhead for a call to an advised method without any advices is ~0.00013 ms/call and
the overhead of invoking a method with one advice is ~0.00029 ms/call (running Java
1.4 on a Pentium4 1.6 MHz box).

The benefit of this indirection and the use of handles is that it makes it very easy to make
structural changes to the aspects, advices and introductions at runtime. The operations
currently supported are:

* Swapping the implementation of a Mixin [14]:

Syst emLoader . get Systen(i d). get M xi n( nane) .
swapl nmpl enent at i on( newCl assNarne) ;

* Removing advices from the join points identified by a pointcut:

Li st pointcuts = SystemnlLoader. get Systen(id).
get Aspect (aspect Nane) .
get Poi nt cut s(cl assNane, met hodMet aDat a) ;
for (Iterator it = pointcuts.iterator(); it.hasNext();) {
Poi nt cut pointcut = (Pointcut)it.next();
i f (pointcut.hasAdvi ce(advi ceNane)) {
poi nt cut. renoveAdvi ce(advi ceNane) ;
}

}

» Loading a completely new advice or aspect and add it to the system.
* Adding an advice to a certain pointcut.
* Reordering the advices at a certain pointcut.

What the model is currently lacking is the possibility of redefining the pointcuts at
runtime. It is now limited to do dynamic redefinitions at join points that have already
been weaved. This is a limitation that will be addressed in the future in the JIVMTI API

[6].

One of the early requirements was to be able to set the scope for the advices and
introductions, allow them to have different life-cycles. This led to the concept of
deployment models.

AspectWerkz supports four different deployment models:
* perJVM - one sole instance per JVM. Basically the same thing as a singleton class.
» perClass - one instance per class.
» perlnstance - one instance per class instance.
e perThread - one instance per thread.



What this means is that an introduction with the deployment model set to per Thr ead will
live and die with the thread, e.g. it will function like a thread local, but if it is deployed
with the deployment model per JVMit will act like a singleton. This can lead to some very
interesting new semantics in the design.

Here is an illustration of how advices with different deployment models live in different
memory spaces with their own life-cycles:
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Weaving

Weaving, instrumentation of classes, is when the classes are enhanced with the advices
and introductions (weaved in). AspectWerkz allows dynamic and static weaving and
weaves the classes at bytecode level currently using the bytecode modification library
BCEL [15].

Dynamic weaving

AspectWerkz allows dynamic weaving by enhancing the core Java [16] class loading
architecture to allow weaving just before a class is loaded in the JVM. It solves this by
hooking in directly after the bootstrap class loader and can perform bytecode
transformations on classes loaded by all the preceding class loaders, making it
compatible with J2EE [24] environments and its complex class loader hierarchies with
EAR, EJB-JAR and WAR deployments. This overhead is very small when there are no
aspects defined and occurs only once per class per class loader hierarchy when aspects
are bound.



Parts of this architecture will be simplified when the JIVMTI API [6] is released with Java
1.5. JVMTI will provide a full featured Java API for class redefinition at runtime,
allowing pointcut redefinition. It will also provide an in process bytecode weaving hook
which will allow weaving at load time with a minimal overhead.

The hook mechanism has been tested and verified to work on Sun’s HotSpot JVM [19] as
well as custom JVM implementations like IBM’s JVM and BEA’s JRockit [20], and is
available as a stand-alone library that can be used by other tools. It is for example
currently used by the code generation library CGlib [18] .

AspectWerkz currently supports five different types of load time weaving. These types
can be divided into two groups: HotSwap and bootclasspath.

HotSwap

The first group is based on the Java Platform Debugger Architecture (JPDA) [5]
architecture. JPDA is the debugging support for the Java 2 Platform. JPDA provides the
infrastructure needed to build end-user debugger applications. New in the 1.4 release
was the support for class redefinition at runtime through HotSwap: A first tiny JVM
launches your target application in a second JVM. The second JVM is launched with -
Xdebug and - Xr unj dwp options to allow HotSwap. The classes in the target application
running in the second JVM can then be redefined from the application running in the
first tiny JVM.

AspectWerkz redefines the j ava. | ang. O assLoader and adds a transformation hook
for the classes which allows transformation of the classes right before that they have
been loaded.

In its early phases AspectWerkz used JMangler [9] as the basis for its hook and class
transformation mechanism. JMangler is a very innovative solution and pioneered much
of the usage of the JPDA API [5] to provide a JVM wide transformation hook. But having
full control over the low level architecture has been a crucial point and AspectWerkz has
gained a lot by implementing a customized solution. Since this point the concept and
implementation has been extended in various ways and does now (among many other
things) provide a native, in process, hook through JVMPI [10] as well as remote
HotSwap.

The current implementation supports three ways of enabling class redefinition through
HotSwap:

* Regular HotSwap - The first VM hooks AspectWerkz in the second one just
before the main class and all the applications dependencies gets loaded, and then
connects to the stdout, stderr and stdin stream of the second JVM to make them
appear as usual through the first VM.

* Native HotSwap - Instead of using a launching JVM that redefines the class
loader a native C JVM extension running in the target application VM handles



the replacement of the class loader by the enhanced one at VM initialization. This
extension uses the JVMPI API [10].

* Remote HotSwap - The application VM is launched in suspended mode. The
replacement of the class loader is done through a separate manual process,
which can easily be scripted.

The problem with these approaches is that they only work on 1.4.x compatible JVMs.

Another problem with using HotSwap is that it requires the JVM to start up in debug
mode (with the - Xdebug option). This is needed to allow recording of method call
dependencies, in order to reorganize them when a method is replaced at runtime. With
the - cl i ent JVM option, the overhead of the - Xdebug is almost zero on Java 1.4. With
the - server JVM option, the overhead is stated to be from five to ten percent since code
optimizations cannot be performed. A new JSR, JSR-163 [6], which specifies the JVMTI
API, is in progress to provide an enhanced native class redefinition architecture that will
not require the JVM to run with the —Xdebug flag. Note that it is possible to use
HotSwap under the 1.4.0 release of Sun’s JVM without setting the - Xdebug flag due to
an omission made by Sun Microsystems.

Bootclasspath

The second group is based on the possibility to modify the bootclasspath using the -
Xboot cl asspat h/ p: option. This option lets you either prepend libraries to the boot
class path.

There are two ways you can enable class redefinition through the use of the
bootclasspath option:

» Transparent bootclasspath - At startup an enhanced class loader is transparently
created and put in the target application VM’s bootclasspath through another
tiny JVM.

» Prepared bootclasspath - An enhanced class loader is build and packaged as a
JAR file in a first separate manual process, which can easily be scripted. The
application’s JVM is launched with options to use this enhanced class loader.

This approach works both on 1.3.x and 1.4.x compatible JVMs.

Static weaving

AspectWerkz also support static weaving using a post-processor. This will add an extra
compilation step to the build process but the application can be started as normal,
without any special requirements and options apart from some dependency libraries.
This option is useful for users that do not have full control of the startup process or do
not think that the extra overhead added when transforming the classes at runtime is
acceptable.



Definition models

AspectWerkz currently supports definition through XML [17] and runtime attributes [12].

One of the main objectives when designing AspectWerkz was to come up with a
definition format that felt intuitive for the users of the framework. Since a language
extension (like the approach of Aspect) [4] and PROSE [2]) would have added too much
complexity, the options where: plain Java syntax, XML and JavaDoc [26] tags. Among
these, XML was the natural choice. XML is widely used in the Java/J2EE [24]
community, it has a good tool support etc.

Initially, AspectWerkz only supported the XML definition model. This model has many
advantages; it is using a well-known and commonly understood format (XML), it can
easily be validated, it is easily parsed at runtime etc. But after using it for a while some
limitations started to become clear. One major drawback was the separation of meta-
data (definition) and implementation. Another problem was that it separated the
implementation parts of the aspect (advices and introductions) into different classes. For
example a simple aspect that had three advices and two introductions, required six files
since the three advices had to be in separate classes as well as the two introductions and
on top of that, a definition file tying all the parts together was needed.

To solve this problem a new definition model was designed and implemented. This
model makes use of the concept of runtime attributes [12] (decorating classes, methods
and fields with meta-data in bytecode) to bring the definitions and the implementations
together into in single unit, the aspect. See the ‘Runtime attribute definition model’ section
for a detailed outline.

XML definition model

The XML definition model went through some major changes until it reached its current
state. One of the problems with the early versions where that the AOP constructs
(pointcuts, advices, introductions and advices) where not orthogonal. Another problem
was that it did not support pointcut composition. Both of these are extremely important
issues that could cripple the usability of the framework and has now been solved. The
underlying model now has the same essence as the Aspect) model [4].

Advice definition

The advices are defined by first specifying the name of the advice. This name has to be
unique and will work as a handle to the advice to be used when referencing the advice
in the system. Second the class representing the advice needs to be specified and last an
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optional attribute specifying the deployment model to use. If no deployment model is
defined the default per JvM(singleton) will be used. Example of an advice definition:

<advi ce-def name="advi ces/ cachi ng"
cl ass="advi ces. Cachi ngAdvi ce"
depl oynment - nodel =" per | nst ance" >
</ advi ce>

There is also a possibility of defining a stack or chain of advices called advice stack. These
let you define a stack with advices that you can refer as a unit. The order of the advices
in the stack is the same order as they will be executed in. Advice stacks can come in very
handy when there is a bunch of advices that logically belongs together and are used in
the same order at many places or when there is a need for ensuring precedence:

<advi ces- def name="advi cest ack">
<advi ce-ref nane="acl"/>
<advi ce-ref name="| oggi ng"/>
<advi ce-ref name="cachi ng"/ >
</ advi ces- def >

Introduction definition

The introductions are defined by first specifying the name of the introduction, which
will work as a handle to the introduction. Second the name of the interface class and the
implementation class needs to be specified. Last an optional attribute specifying the
deployment model to use. Examples of an introduction/mixin definition:

<i ntroducti on-def nane="m xi ns/ M xi n"
interface="m xi ns. M xi n"
i mpl enent ati on="m xi ns. M xi nl npl "
depl oynent - nodel =" per Thr ead"/ >

Pointcut definition

The pointcuts are defined by specifying the name, the type and the pattern. The name
needs to be unique throughout the aspect definintion. The type attribute is the type of
the pointcut, valid types are nethod, setField, getField, throws, callerSide
and cfl ow. The pattern attribute specifies the pattern for the pointcut. This is the
pattern that selects the join points that should be included in the pointcut.

Aspects definition

Aspect inheritance is defined using the ext ends attribute and an abstract aspect is
defined using the abst ract - aspect element. The advices and introductions are bound
to the pointcuts using the bi nd- advi ce and the bi nd-i ntroducti on elements. Within
these elements the advices and introductions are referenced using the advi ces-ref
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(advice stack reference) and the i nt r oduct i on-ref elements. Here is and example of an
aspect definition using aspect abstraction and inheritance:

<abstract-aspect name="MAbstract Aspect ">
<bi nd- advi ce cfl ow="facadeCalls" pointcut="setters AND getters">
<advi ces-ref nane="| ogAndCache"/ >
</ bi nd- advi ce>
</ aspect >

<aspect name="MAspect" extends="MAbstractAspect">
<bi nd-i ntroducti on cl ass="domai n. *">
<introduction-ref nane="serializable"/>
<i ntroduction-ref name="m xin"/>
</ bi nd-i ntroducti on>

<poi nt cut - def name="facadeCal | s"

type="cfl ow

pattern="* * . facade.*.*(..)"/>
<poi nt cut - def name="setters"

t ype="net hod"

pattern="* *.. dommin.*.set*(..)"/>
<poi nt cut - def name="getters"

t ype="net hod"

pattern="* *,  dommin.*.get*(..)"/>

</ aspect >

JavaDoc tag definition syntax

AspectWerkz also supports using JavaDoc [26] tags, also known as doclet tags, for
defining both advices and introductions as well as marking the join points where they
should be applied. This might seem counter-intuitive to the main goals of aspect-
oriented programming, since it eliminates cross-cutting behavior by adding it again. But
it has actually proved itself to be a good solution to certain problems. One of the
advantages is that it supports refactoring [13] of the sources, something that is a big
problem with the pattern-matching approach. Many users prefer it to the pattern syntax
and some thinks that it is at least a good complement in certain situations. When using
this approach the sources have to be processed with a special processor which parses the
sources, retrieves the meta-data in the tags and produces and XML definition file.

Runtime attribute definition model

In the runtime attribute definition model the aspects are regular Java classes. The aspects
can be abstract and inheritance is used and treated like regular Java class inheritance.
This makes it easy to create reusable ‘self-defined’ aspect components and libraries. The
advices and introductions are implemented as regular member methods in the aspect
class. The methods representing the ‘mixin methods’, e.g. the methods that will be
introduced in the target class can be any kind of member method. It does not have to
have a certain name, be passed a certain parameter or return a certain object.
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Currently the syntax of the runtime attribute tags is based on JavaDoc [26] tags. This is
needed since the JSR-175 [7] which is defining runtime attributes for the Java language is
not yet implemented (scheduled to the Java 1.5 release). Using JavaDoc tags to
implement them is a work-around that works fine for now and is good to have for back-
compatibility, e.g. to have it working for Java 1.4.x and below. These tags are compiled
in into the class at bytecode level, see the ‘Custom runtime attribute implementation’ section
for details about the current implementation.

Advice definition

The model currently supports five different kinds of advices attributes:

@\ ound - the advice is invoked "around" the join point.

@ef or e - the advice is invoked before the join point.

@fter - the advice is invoked after the join point. This advice is always
executed (regardless if the method returns normally or throws an exception).
@\fter returning - the advice is invoked after a method invocation that
returns normally.

@\fter throws(<exception>) - the advice is invoked after a method
invocation that throws an exception of a specific type

After the advice attribute the pointcut that this advice should be bound to has to be
defined. An advice definition can for example look like this: @r ound net hodsToCache.
Here an around advice is bound a pointcut called net hodToCache.

Introduction definition

Mixins
well as

are defined using an inner class of the aspect. The methods of the inner class as
the interfaces implemented by the class will be introduced on classes matching

the pattern defined in the @ nt r oduce attribute.

/**

* @\spect perlnstance

*/

public class TestingAspect extends Aspect ({

/**

*

*/

@ ntroduce foo. baz.*

cl ass MockObj ect extends MyBase inplements Traceable, Metered {

public String sayHel lo() {
return "Hello World!'";
}
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It is also possible to define single method introductions using the @ nt r oduce attribute
as well as plain interface introductions by using the @ npl enents attribute. Left to
implement is the possibility of swapping or adding a super class using the @xt end
attribute.

Pointcut definition

Five types of pointcut attributes are currently supported:
e @xecution - picks outjoin points defining method execution (callee side).
e @all - picks outjoin points defining method call (caller side).
« @Bet - picks outjoin points defining field modification.
* @t - picks out join points defining field access.
« @Fl ow- picks out join points defining a control flow.

The pattern for the pointcut is defined right after the pointcut attribute and the pointcuts
are defined by declaring a member variable in the aspect class with the type Poi nt cut .
The name of the member variable will be the name of the pointcut:

/**

* @xecution * foo..Bar.*(..)
*/
Poi nt cut net hodsToCache;

These pointcuts are compositional, meaning that they can form expressions based on the
rules outlined in the ‘Pointcuts’ section.

Aspect definition

The aspects are implemented using regular Java classes. The only rule that the aspect
class needs to obey is that it has to extend the Aspect class. The aspects are defined
using the @spect attribute. In the runtime attribute definition model the deployment model
is defined on the aspect level (and not on advice and introduction level as in the XML
definition model). The deployment type of the aspect is defined by adding the deployment
model identifier right after the aspect attribute, e.g. @GAspect per JVM

Definition example

Here is an example of a simple aspect with a couple of advices:

/**

* @\spect perlnstance
*/
public class MyAspect extends Aspect ({

[* ===== Pointcuts ===== */
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/**

* @all * foo.bar.*(..)
*/

Poi nt cut met hodsTolLog;

/: @xecution * foo.baz.*(..)
Pofntcut nmet hodsToCache;

[* ===== Advi ces ===== */

| x*

:/@Around nmet hodsToCache

public Object cacheMet hod(Joi nPoi nt joinPoint) throws Throwabl e {
/'l check the cache for cached result, if found return it
final Object result = joinPoint.proceed();
/1 put result in cache
return result;

}
/**
* @efore nmethodsTolog
*/
public void | ogMet hod(Joi nPoi nt joinPoint) throws Throwabl e {
/1 log method entry
}

/**

* @\fter returning nethodsTolLog
*/
public void | ogMet hod(Joi nPoi nt joinPoint) throws Throwabl e {
/1 log method entry after returning nornally
}

/**

* @\fter throws(java.lang. Exception) nethodsTolLog
*/
public void | ogMet hod(Joi nPoi nt joinPoint) throws Throwabl e {
/1 log method exit after throw ng exception
}

Custom runtime attribute implementation

As mentioned earlier the current implementation is based on a custom implementation
of runtime attributes. This was needed since the Java language does currently not
support runtime attributes. There is however a new JSR, JSR-175 [7], that will soon bring
runtime attributes to the Java platform. AspectWerkz will support the standard
implementation as soon as it is released, but will probably still support the current
custom implementation for back-compatibility. The current implementation is based on
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JavaDoc [26] tags. The tags are parsed by a special compiler that retrieves the meta-data
and puts it into the class, method and field attributes in the compiled class. This meta-
data information is then read at runtime and the aspects are configured based on this
information. One of the drawbacks with this approach is that it adds an additional
compilation step to the build process. This was avoided in the XML definition model. But
fortunately this compilation step will not be needed anymore when runtime attributes
has been added to the Java language (starting from Java 1.5).

RELATED WORK

Aspect] [4] is an aspect-oriented extension to the Java language. It has a very rich join
point model and basically implements the whole theory of aspect-oriented
programming. It currently does not have any dynamic features but provides a post-
processor that weaves the classes on both source and bytecode level.

JAC [2] is a framework for aspect-oriented programming focused on separating concerns
when developing distributed applications. It provides ready to go aspect components
for example persistence, authentication and security. It has support for some dynamic
features.

PROSE [1] (PROgrammable Service Extensions) is a framework that allows bytecode
modifications at load time. It allows inserting aspects in running Java applications. The
aspects are regular Java objects that can be sent to and received from computers on the
network. The current implementation is based on the JPDA API [5].

Nanning [8] is a framework for aspect-oriented programming in Java based on the
dynamic proxy feature added to the Java language in the 1.3 version. It has a join point
model limited to method interception and supports introductions through the concept of
mixins.

JMangler [9] is a framework for generic interception and transformation of Java
programs at load time. JMangler hook mechanism is based on the JPDA API [5].

JBoss AOP [23] is a framework for aspect-oriented programming in Java. It is similar to
AspectWerkz in the sense that is provides dynamic weaving on bytecode level and is
defined through XML. It does not provide a JVM wide hook mechanism but is more
targeted towards providing system aspects for the JBoss Application Server.

CONCLUSIONS

When implementing a framework for aspect-oriented programming one of the hardest
and most important things to get right is the definition model, meaning the join point
selection language as well as ways of using that language to express the needs of the
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design. This is crucial since the definition model is the control panel for the user. It needs
to be simple and intuitive as well as expressive and powerful.

AspectWerkz provides three definition models. Initially it only supported definition
through XML and doclet tags. But the shortcomings of these approaches led to the
design and implementation of the third definition model, based on runtime attributes.

AspectWerkz intercepts the whole class loading hierarchy as a way of ensuring a JVM
wide hook mechanism. One thing that was to be hard to get right in the beginning was
to intercept the complex class loading hierarchies of application servers correctly. This
lead to some refactorings [13] and redesigns until a stable implementation could be
reached, compliant with the WebLogic [21], WebSphere [22] and JBoss [23] application
servers.

Even though the AspectWerkz framework has a very dynamic aspect model it is still
lacking one important feature; being able to define new pointcuts at runtime. The
current limitations of the Java language [16] makes overly complex to implement
runtime weaving (which is needed to allow redefinition of pointcuts at runtime without
reloading the classes and still have reasonable performance). What the Java language is
lacking is a standardized way of doing class redefinitions at runtime and at the same
time allow the JVM do code optimizations. This is something that will be brought to Java
through the JVMTI API [6] (which will be released with Java 1.5).

Since AspectWerkz has been developed as an open source product with a growing user
community already from the very beginning, we have had the opportunity of receiving
continuous feedback on new achievements and features which has helped us forming a
framework that lives up to the requirements put on a real-world product running in
production.
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